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Abstract: We propose and demonstrate, numerically and experimentally, the first deep neural 
network technique to reconstruct the amplitude and phase of ultrashort optical pulses. We anticipate 
that this approach will enable diagnostics of very weak pulses. 
OCIS codes: (320.7100) Ultrafast measurements, (100.3190) Inverse problems, (150.1135) Algorithms 

Frequency-resolved optical gating (FROG)[1] is an established approach for full characterization of the amplitude and 
phase of ultrashort optical pulses, which exploits the convolutional nature of non-linear interferometric measurements. 
It includes creating a 2D intensity diagram, the FROG trace, by spectrally measuring a nonlinear product field of a 
pulse with its time-shifted replicas. Data acquired by FROG incorporates enough information to resolve the ultrashort 
pulse reconstruction up to “trivial” ambiguities: time-shift, constant phase and time-flip with complex conjugation [2]. 
Pulse reconstruction from FROG measurements requires a recovery algorithm that can solve a 4th order phase retrieval 
problem. Among such retrieval algorithms, the Principal Component General Projections Algorithm (PCGPA)[3] is 
the most deployed one. Another recent approach, Ptychographic FROG[4], offers improvement by being able to 
handle any Fourier relations and partial measurements. However, although PCGPA and Ptychographic FROG can 
reconstruct ultrashort pulses, their performance deteriorates at low SNR to the extent that weak ultrashort pulses are 
currently considered non-recoverable.  

Here, we propose and demonstrate, theoretically and experimentally, the reconstruction of ultrashort optical 
pulses by employing Deep Neural Networks (DNN). More specifically, we train a Convolutional Neural Network 
(CNN) to learn the inverse mapping of the FROG measurement function using labeled (supervised) data techniques, 
where the FROG trace is the datum, and the pulse is its label. In doing that, we use convolutions not only to measure 
the pulse but also to reconstruct it. Additionally, we represent the FROG measurement function as an a-parametric 
DNN, and hence, we can compute the derivatives of the FROG function using standard forward and back-propagation. 
Our simulations indicate that the concept works even for very weak pulses, which were thus far extremely hard 
(virtually impossible) to recover. Finally, we apply unlabeled (unsupervised) learning techniques on experimental data 
to achieve state-of-the-art results with measured pulses and successfully overtake the existing reconstruction approach.   

Recovering the structure of ultrashort pulses using Neural Networks techniques were pioneered more than two 
decades ago when a parametric model was trained to reconstruct the pulse from its THG FROG measurements[5]. 
Those attempts struggled to reach reasonable performance and were generally not adopted by the community since 
they used old neural network implementations, small training sets, and a shallow two-layer perceptron. But most 
importantly, these methods were used after a manual engineering of features instead of being fed with raw 
measurements. In contrast to the early neural networks, the past decade has witnessed overwhelming progress on more 
complex networks – those known today as DNNs are now being extensively used to extract expressive features from 
data automatically. The huge progress with DNNs has recently led to “superhuman performance” (as the machine 
learning community calls it) in image classification, natural language processing, the game of Go, visual diagnosis of 
skin cancer and estimating the parameters of strong gravitational lensing systems to name a few[6].      

Our algorithm, denoted by DeepFROG, consists of two functions (represented as DNNs). The first function is an 
a-parametric function representing the measurement system and is denoted by FROGNet. It acts as an oracle and 
provides evaluations of the measurement system as well as its gradient for different pulses. We emphasize that this 
function is not learned or changed at any time. The second function is a parametric CNN[7] whose weights are 
optimized such that the function is close to the inverse mapping of the FROGNet function. This mapping is achieved 
using Adam[8], a variant of Stochastic Gradient Descent (SGD), by minimizing the 𝑙  loss between the measurement 
and the reconstruction 𝑤∗ = arg min{𝑙𝑜𝑠𝑠(𝐼, 𝐸)} = arg min{|𝐶𝑁𝑁(𝐼; 𝑤) − 𝐸| + 𝜆|𝐹𝑅𝑂𝐺𝑁𝑒𝑡(𝐶𝑁𝑁(𝐼; 𝑤)) −
𝐼| }, where 𝐶𝑁𝑁(𝐼; 𝑤) denotes the output of the CNN function with weights 𝑤 given input 𝐼. While iterative 
algorithms reconstruct a single pulse from a single measurement, this deep learning technique learns the structure of 
the problem by reconstructing many pulses and is therefore better at filtering noise. 

We experimented with three types of networks. Type 1 is a simple CNN, where we use three 2D convolutional 
layers and two fully connected neural network layers with a standard perceptron function (rectified linear unit 
activation) in between. Type 2 is inspired by [9] and uses filters at multiple resolutions (filter sizes) in each layer, and 
is denoted by Multires. Type 3 is the Densely Connected Convolutional Network (DenseNet)[10] architecture that in 



principle differs from other networks by connecting nonadjacent layers. Overall, DenseNet and Multires architecture 
perform the best, while Multires converges faster; therefore, we only report here results for the Multires architecture.  

To train our network, we collect 60K training examples and 10K testing examples (inaccessible for the learning 
algorithm) of pulses 𝐸 that correspond to the same spectrum but with different phases. We then remove the ambiguity, 
which is essential for DNNs, by choosing a single pulse 𝐸  out of its “trivial” counterparts. These pulses widths are 
of 100fs, with 64 delay points, and their matching FROG traces, 64 × 64 matrixes, with wavelength concentrated at 
~500nm. We add WGN to these traces, so that they reach SNR of 0dB to 30dB. These noisy traces serve as a learning 
dataset with labels 𝐸 and train the DNN using gradient back propagation (Fig.1-block scheme). After training the 
supervised DNN, we examine our method on the testing dataset, i.e., pulses that were not used for training. In Fig.1-
A we present a comparison to current algorithms, by plotting the reconstruction error of pulses (𝛿 = ∫|𝐸 − 𝐸 | ) as 
a function of SNR. DeepFROG achieves lower reconstruction error than classical methods for SNR values below 
22dB. Figure 1-B-H is an example of a simulated FROG trace soaked with noise and its recovered pulses. The 
DeepFROG algorithm produces less noisy pulses with lower reconstruction error compared to previous methods.  

Finally, based on the network trained by simulated data, we present the reconstruction of an ultrashort laser pulse 
from experimentally measured FROG data. We generate a femtosecond pulse with a mode-locked Ti-Sapphire laser, 
shape the pulse using an SLM, and measure it using an SHG-FROG setup. To reconstruct the pulse from the measured 
trace, we make use of a combination of supervised learning on computer simulated data with unsupervised learning 
(Fig.2-block scheme) on the measurement itself, i.e., we are using the gradients from the FROGNet, without any pulse 
as a label. The unsupervised learning part allows us to use the structure of the problem (FROGNet) and to make the 
solution specific for the experiment without using any knowledge of the pulse itself. By doing that we improve the 
reconstruction error from 9.03 ∙ 10  for the supervised DNN to 4.98 ∙ 10  for the unsupervised one. Even though 
our study thus far was conceptual, not attempting to optimize the network, we already find that the performance on 
experimental data is better than state-of-the-art FROG reconstruction methods (see Fig.2-(A)-(H)).  

  In summary, this work presents a deep learning approach to reconstruct ultrashort laser pulses from their 
measured FROG traces. Our experiments show a great potential by reducing reconstruction error over current methods, 
in particular with high noise levels. This is because injecting noise during training helps the network to learn how to 
filter noise from noisy unseen examples. In addition, we demonstrated that we can use the FROGNet, trained on 
simulated data, to recover the shape of pulses from experimental data, and achieve better reconstruction error.
 

  

  
Fig 1. Simulation. Block diagram: supervised training procedure. 
Generated pulses are used (after ambiguity removal) as labels for 
supervised DNN training. We create a FROG trace from these pulses 
with the FROGNet, add WGN and forward propagate it in a DNN. The 
label comparison (loss) gradient back-propagates and updates the 
weights. (A) Reconstruction error vs. SNR. (B)-(H) Simulated pulse 
and its reconstructions. (B) is a simulated noisy trace at 10dB SNR. 
(C), (E) and (G) are the reconstructed pulses by PCGPA, 
Ptychographic FROG and DeepFROG respectively, compared to the 
original. (D), (F) and (H) are the FROG traces constructed from 
retrieved pulses. Pulse error and FROG trace error are denoted. 

Fig 2. Experiment. Block diagram: unsupervised training procedure. 
The reconstructed pulse (the output of the DNN) is forward propagated 
through the FROG net, such that the reconstructed FROG trace is 
compared with the measured one. The gradient is then computed and 
is backpedaled through the FROG net to update the weights of the 
DNN. Experimental results: (A) is the measured spectrum and (B) is 
the measured FROG trace. (C), (E) & (G) are the reconstructed pulses 
(amplitudes in blue and phases in red) by PCGPA, Ptychographic 
FROG and DeepFROG respectively. (D), (F) and (H) are the FROG 
traces constructed from retrieved pulses. The FROG trace error 𝛿 =

𝐼 − 𝐼  is denoted. 
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